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Introduction 1 

2 

Knowledge discovery from a large amount of 
unstructured or semi-structured text (KDT) has 
been quickly forming a major research trend. In 
particular, it has become extremely important for 
customer relationship management (CRM) and 
business intelligence (BI) applications since 
KDT will be able to go beyond conventional 
demographic and stochastic analysis of databases, 
and focus on textual information as a source of 
rich “context” for facts and entities. In this paper, 
we introduce two such projects – text mining and 
site outlining – conducted at the Tokyo Research 
Laboratory, IBM Research. 

Text Mining Project 

The text mining project aims at establishing a 
technology for discovering trends, conceptual 
and intentional groupings of entities and 
relationships, hidden regularities/patterns, and 
salient  topics. It also integrates into applications 
by incorporating higher-level functions such as 
search, summarization, categorization, clustering, 
and information visualization methods. 

 
Figure 1. Text Mining System : TAKMI 

Text mining has been in heavy demand from 
CRM and BI solutions, where textual 
information  plays a critical role for identifying   
emerging problems, shifting popularities, and 

positive/negative comments from customer 
surveys and call center logs. Unlike simple 
keyword indexing for searching documents, a 
more advanced natural language processing 
(NLP) is required primarily for information 
extraction (e.g., intention and phrasal 
dependencies) from text. An experimental 
system TAKMI (Text Analysis and Knowledge 
MIning) has been implemented as a 
proof-of-concept (Nasukawa and Nagano, 2001). 
Figure 1 shows the GUI of TAKMI, displaying 
monthly distribution of  a specific subcollection 
of customer claims,  for interactive text mining at 
IBM PC help centers. 

2.1 FAQ Candidate Generator 
One of the most interesting research issues on 
text mining is to explore efficient mining 
algorithms, which has been quite active in the 
database literature. Although straightforward 
application of data mining algorithms to text 
often fails to discover interesting knowledge, 
many of the data mining techniques are equally 
important for handling hundreds of thousands of 
documents for practical applications. Our FAQ 
cadidate generator (Matsuzawa and Fukuda, 
2000) is one such integration of NLP and the 
frequent association pattern mining algorithm.  

 
Figure 2. FAQ Candidate Generator 

It allows us to find frequent predicate-argument 
structures efficiently from a large amount of text, 



and can be used to identify frequrently asked 
questions (FAQs). Figure 2 shows the FAQ 
candidate generator, displaying frequent 
structured patterns in the upper half of the screen 
and their context in the lower half of the screen. 

Site Outlining Project 3 

When we focus on KDT in the World-Wide Web, 
we will immediately recognize a few distinct 
features: 
 
(a) Web information is dynamic. It is like a TV 

broadcasting program. Fresh information 
(i.e., “what’s new”) is often highly 
appreciated, but decays very quickly. 

(b) Web pages as an entity have referential links 
to others, which allow us to rank Web pages 
according to their referential popularity. 

 
Site outlining project has been started to tackle 
KDT from this unique collection of textual 
information. Surveys indicate that individual 
users generally rely on a rather stable collection 
of Web pages (e.g., “my favorite links”) for their 
daily information gathering and decision-making.  
We can obtain “what’s new” information 
automatically by introducing a version-control 
mechanism into a crawler for regularly 
monitoring these Web pages and by comparing 
the consecutive snapshots of each Web page.  
 
KDT from these Web pages are then translated 
into information extraction from the “what’s 
new” collection and digesting the extracted 
information from the following aspects. 
 
(1) active (frequently updated) Web pages 
(2) hot words of the week 
(3) headlines of the day 
 
Activeness of each Web pages can be defined in 
terms of newly added links and textual blocks 
(paragraphs). Hot words can be characterized as 
a collection of words and terms that show a 
strong concentration of appearances in the given 
period. Headlines are collections of new links 
such that annotations of these links share a 
significant number of words and terms.  
 
Figure 3 shows a visualization of digest 
information, called “personalized newspaper”. It 
organizes “what’s new”, active Web pages,  “hot 

words”,  and headlines into an online newspaper 
view. This view is part of our consumer product 
“mySiteOutliner” version 3.0, which will be soon 
available from the “club IBM” Web site 
(http://www.ibm.com/jp/pc/personal/) for 
Japanese users. 
 

 
Figure 3. Personalized Newspaper View 

The next step of site outlining project would be 
integration of dynamic and persistent Web 
information. When a set S of new links p (or 
paragraph)  is obtained, we can compute related 
information rel(p) as the following collections of 
links, paragraphs, and Web pages. 
- Related new links (paragraphs)  
- Related Web pages  
- Authority/Hub Web pages 
 
These collections of related information form a 
news package for p and serve as a reliable source 
for personalized Web knowledge management. 
We can then successfully organize and digest 
latest information with persistent, authoritative 
information. 
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